AMS network calamity, and unavailability Research
Services

Reason for Outage (RFO) summary - TL;DR

Summary: On Wednesday evening, June 12, the SURF EVPN experienced an outage, caused by an internal broadcast storm. No external cause — or
malicious intent — was detected. The network was fully recovered the next day. Eight services were impacted; two services were available the same
night, with the last service fully recovered by Monday morning. The root cause is still unknown. An in-depth evaluation is planned, as we are awaiting
more information from one of our vendors.

Introduction

Wednesday June 12, around 19:15 CEST, it was reported that the network was slow or even unavailable. The situation quickly grew worse, and
SURF network engineers detected exceptionally high load on the network, that could only partially be mitigated by the built-in network redundancies.
Later that night, network engineers isolated sections of the network and performed network component reboots to restore the network. Around 02:00
CEST on June 13, the network engineers deemed the network to be stable again. However, on the morning of June 13, sysadmins reported instability
for some services. The network engineers concluded that the instability was more present on a specific firmware version. To resolve the instability it
was decided to execute a firmware upgrade on those devices. This was concluded around 14:00 CEST on June 13 after which the network was fully
available and stable again for all connected services.

Some of the services were quickly recovered, but others were more difficult. Especially our internal cloud platform encountered major data
synchronization and recovery issues, causing significant disruptions. Multiple services that depend on our internal cloud platform were impacted. In

the course of the weekend these issues were resolved, and Monday morning around 10:00, all services were fully available again. Tuesday morning,
after 24 hours of stability, the crisis status was lifted and services "back to normal" was communicated to our members.

Impacted services

Eight services were impacted: RDM Scale-out, iRods Hosting, Yoda Hosting, Spider, Research Cloud, HPC Cloud, Grid, HPCV Services.

(Around that time, the External Service Desk (XSD) was shortly unavailable, but this was unrelated to this outage.)

Overview of events

Please find a chronological overview of the situation, action and results in the table below.

Date Events
Wednesday,
June 12 ® 19:13 - network performance issues resulting in services outage

20:20 - First contact with network team and start of the analysis
® 22:00 - network isolation and phased reboot initiated

Thursday, June
13 02:00 - network available again, including two services, and deemed stable

09:00 - network available, but reported unstable for some services

10:00 - crisis team formed (including member of the Board), starting 2 meetings per day cycle

10:00 - more services partially or fully available again

11:00 - analysis detects instability in a range of specific switches, and decision made for firmware upgrade, during which
some services were still unavailable

11:00 - start of service/outage update reports for our customers on www.grotestoring.nl

14:00 - firmware upgrade performed, network available and stable, services recovering

15:00 - internal cloud team starts troubleshooting and recovering various systems

16:00 - internal cloud team fully recovers one out of 2 storage clusters and makes it available, troubleshooting on compute
clusters and the last storage cluster

® 17:00 - two-thirds of services available again

Friday, June 14

® 09:00 - Internal cloud team splits effort to restore 2 compute clusters and 1 storage clusters that are still recovering
12:00 - Internal cloud team restores all compute clusters and services, 1 storage cluster still in recovery due to its scale
® 17:00 - of 21 services impacted, 16 are fully available, and 5 partially available

Saturday, June

15 ® 09:00 - Last storage cluster of internal cloud platform still unstable, extensive troubleshooting and effort to stabilize
® 15:00 - Internal cloud team closes compute API and brings down storage cluster to ensure consistency and speed-up
recovery

® 20:45 - Storage cluster recovers and is brought online, compute API remains closed till extensive testing it done to ensure
recovery and stability


http://www.grotestoring.nl

Sunday, June

16 ® 10:00 - internal cloud team initiates extensive testing on compute and storage clusters
® 13:50 - both network and internal cloud platform are stable and performing well
® 14:00 - internal cloud API open and available again

Monday, June
17 ® 08:00 - last services restored
® 10:00 - all services fully available again
® 11:00 - decided for 24 hour observation period, before declaring "normal”

Tuesday, June

18 ® 10:00 - network stable, all services available and stable for 24 hours or more
® 11:00 - status moved from "crisis" to "normal"
® 12:00 - members informed, and latest update posted in GroteStoring.nl

Evaluation

Based on current information, the root cause of the incident cannot yet be determined. After the reboot of the network, the network load was well
within boundaries, but a certain instability remained, pointing to a specific range of switches. After upgrading the firmware of these switches, the
network became stable, and no issues have been reported since.

The relatively long service unavailability was caused by issues in the underlying systems (network instability until Thursday afternoon, corrupted
database, synchronisation problems), and dependencies between systems. Improvement thereof will be investigated in the in-depth evaluation.

Next steps

An in-depth evaluation of the incident, and the following recovery of services will be performed, including root cause analysis, lessons learned, and
actions for improvement. If the root-cause has been determined, this will be communicated. If not, no additional communication in regards to this
incident will be done.

Additional information

Some noteworthy details:

no user data has been lost

some running processes connected to the services needed to be restarted after the outage
no cyber attack was detected, as immediately investigated by SURF SecOps en SURFcert
no malicious intent is suspected

For up-to-date information on services availability, or further questions, please contact your regular customer contact at SURF.
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